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Abstract—While Autonomic Computing can ease the mainte-
nance of systems through adaptations [1], the development of Au-
tonomic Computing systems itself introduces a high complexity.
Literature suggests that reusable processes for the development
and reusable components in the adaptation logic can reduce the
complexity. Existing approaches aim to reduce this complexity
with tools and frameworks for specific tasks in the development of
the adaptation logic of Autonomic Computing systems. However,
to the best of our knowledge, none of these approaches offer an
Integrated Development Environment (IDE) for it.

In this paper, we extend FESAS – our framework for building
reusable adaptation logic components – with Eclipse plug-ins
integrated into the FESAS IDE for a simplified development of
MAPE components as well as a process for deployment of the
components. In this paper, we present these tools. Further, we
evaluate their potential to ease the development of self-adaptive
systems within five example cases. Last, we discuss the benefits
and limitations of the FESAS IDE.

I. INTRODUCTION

Today, an increase of the distribution of systems emerge
through trends as cyber-physical systems (CPSs) with its
growing number of mobile and embedded devices as well
as the omnipresence of (wireless) networking. These trends
enable new applications, such as autonomous driving, Industry
4.0, or Internet of Things. However, they need integration of
all available, highly specialized, and heterogeneous devices,
ranging from embedded sensor nodes to servers in the cloud.
Further, the inclusion of data streams with web data and sensor
data leads to a high complexity in system development. In
Autonomic Computing, these issues are addressed with self-
adaptive systems (SASs) that automatically modify themselves
by adjusting parameters or components of the system in
response to changes in their operating environment or changes
in the system resources itself ([2], [1]). Autonomic Computing
includes various domains, such as CPSs, cloud computing, or
self-organizing systems/ Organic Computing.

Developing, configuring, and maintaining such systems is a
very difficult, error-prone, and time-consuming task [3, p. 2].
As identified in [4, p. 2] ”we need [..] systematic development,
deployment, management and evolution” of SASs. Often, the
development is use case specific ([3, p. 2], [5]). Reusability
could help to establish standards. There are various elements

of the adaptation logic (AL) or autonomic manager [1], respec-
tively, that can be reused, such as distribution structures (e.g.,
[6]), communication mechanisms (e.g., publish-subscribe sys-
tems), or structures for handling knowledge (e.g., distributed
databases). Therefore, we introduced an approach for building
reusable ALs in [7]. It separates reusable parts as decen-
tralization structures, communication patterns, and knowledge
representation, from parts that need customization, such as rea-
soning algorithms. The approach offers fine-granular exchange
of code within a component of the AL instead of changing the
whole component. This enables on-the-fly adaptation without
the need to address issues, such as quiescence detection or
recovery of the substituted component’s state and data.

In this paper, we complement our AL template with an
Integrated Development Environment (IDE) for developing
and designing SASs: the FESAS IDE. Our main contributions
are: (i) the FESAS IDE itself which offers two tools for
developing and designing SASs, (ii) a standardized process
for developing and deploying SASs (as identified in [8]), and
(iii) an evaluation of the FESAS IDE in five example cases. We
target with the FESAS IDE developers of the aforementioned
systems in the domain of self-adaptive CPSs.

The structure of the remaining paper reflects these contribu-
tions. Section II introduces reusability within the AL as well
as tools for SAS development and examines related work. In
Section III, we present the FESAS framework, followed by
the development process with FESAS in Section IV. Section
V presents the FESAS IDE. There, we describe the integration
of two Eclipse plug-ins into the FESAS IDE that enable
development and design of SASs. In Section VI, we use
the FESAS IDE in five example cases to build self-adaptive
systems. We discuss these results in Section VII. Finally,
Section VIII concludes the paper with a summary and future
work.

II. REUSABILITY IN AUTONOMIC COMPUTING

Autonomic Computing systems are divided into two parts:
the adaptation logic (AL), or autonomic manager [1], respec-
tively, and the managed resources (MRs). The AL contains
a control structure that processes the information gathered



about MRs. In Autonomic Computing, the most prevalent
structure for the AL is the MAPE cycle [9]. MAPE stands
for monitoring the environment (M), analyzing monitored data
(A), plan adaptation actions (P), and control the execution (E)
of these plans on the MRs [1]. Whereas the MRs deliver the
system’s functionality, the AL is responsible for managing
the resources and adapting them. This paper focuses on the
implementation of the AL, as this makes a system self-adaptive
or autonomous, respectively. Often, SASs are composed of
various subsystems, which are distributed. In such systems,
the MAPE functionality can be distributed, too. Therefore,
decentralization must be supported by the AL [5]. In literature,
different distribution patterns can be found (e.g., [6]).

In [5], we presented different approaches that can support
developers of (self-)adaptive systems in implementing the AL.
In the following, we sketch some of these frameworks and
present tools that support the development of SASs. For a
more complete overview of related work, the interested reader
is referred to [5].

Architecture-based solutions (e.g., Rainbow [10] or ArchStu-
dio [2]) offer components or layers that control the adaptation.
Service-oriented frameworks for SAS development, such as
the SASSY framework [11], support developers in the im-
plementation of service-based SASs. In both approaches, the
support is often specific to a given architecture description
language (ADL) or the developers have to implement specific
components. Additional to architecture models, many authors
propose the use of model-based approaches for analyzing
and planning, for instance, based on runtime models [12] or
Megamodels [13]. These modeling concepts are reusable, but
often, they have to be adjusted to domains. Component-based
solutions are present in Autonomic Computing, too. Patouni
and Alonistioti describe a framework with a template for
generic autonomic components [14]. Other component-based
solutions for Autonomic Computing can be found, e.g., Accord
[15] and PCOM [16]. Nevertheless, their focus is on structural
adaptation by exchanging components and not on how to build
reusable components that offer the exchange of fine-granular
parts of the components itself. Besides these frameworks, other
approaches address parts of the implementation process. More
information can be found in [5].

Some approaches offer development tools for implemen-
tation of the AL, for instance, the SASSY Development En-
vironment [11], the Rainbow Development Toolkit [10], the
MUSIC Studio [17], the ArchStudio tool suite [2], or IBM’s
Autonomic Computing Toolkit [18]. Often, these approaches
need configuration effort, force the developer to implement
specific components, or have restrictions regarding the used
modelling/implementation languages. As we focus on another
level of abstraction, in our FESAS framework, the developer
has a higher degree of freedom and is free in the decision how
to implement the functional logic of the AL components. As
our framework hides implementation details, such as commu-
nication or system deployment, the developer can focus on the
system’s functionality.

All presented approaches address reusability on a higher

level of abstraction. They focus on the exchange of com-
ponents or the definition of the AL’s components. To the
best of our knowledge, there is no approach that focuses
on the internal implementation of the components which
would facilitate a fine granular definition of exchangeable parts
of the components. In common component-based adaptation
approaches (e.g., [15], [16]), the whole component needs to
be exchanged when code should be changed. We shift this to
a view of adaptation within a component. For the described
scenario of adaptation of the AL, it would be beneficial to
exchange only a part of the component. This can be achieved,
for instance, through dynamic code reloading/rewriting [19]
or aspect-oriented techniques [20]. Such approaches allow to
keep the component’s structure as well as the communication
mechanisms and replace the functionality of the component
only. Additionally, this exchange of the functional logic fa-
cilitated by a separation of functional logic and the rest of
the component for handling communication and data, allows
for faster development of components as solely the functional
logic needs to be adjusted.

In the next section, we discuss our FESAS framework that
enables to build SASs with reusable components for the AL.

III. THE FESAS FRAMEWORK

The FESAS framework focuses on code reuse and simpli-
fied exchange of code in the components of an SAS’s AL.
FESAS complements these functionalities with capabilities for
adapting the AL at runtime. In the following, we present
the FESAS framework and illustrate its use with a cloud
scenario comparable to the Amazon’s EC2. Different servers
offer resources for running virtual machines (VMs) on them.
Each data center has one AL for self-management through
performing the following adaptations:

• Start new servers in case of high utilization.
• Migrates VMs from one server to another for distributing

the workload or in case of server defects.
• Shut down servers in case of reduced workload.
Next, we present the FESAS Adaptation Logic Template [7]

that acts as system model for the AL and the runtime support
that is offered by FESAS for adapting the AL.

The most prominent model for a control structure in the
Autonomic Computing community is the MAPE-K model ([1],
[9]). Therefore, we used this model in our approach and in our
template for the AL as shown in Figure 1. Elements with round
edges are part of the MAPE functionality, namely: monitor,
analyzer, planner, and executor. The knowledge component
stores all kind of data which is relevant for the AL, includ-
ing the context manager that handles context information.
Hexagonal formed elements are interfaces: Sensor and effector
connect AL and MRs, whereas physical sensors and context
actuators connect MRs and their environment, respectively.
The elliptic formed elements represent probes and actuators.
The sensor captures the information from the probes and the
monitor offers an aggregated view to the analyzer (cf. probes
and gauges in Rainbow [10]). Actuators enable to adapt the
managed resources by receiving instructions from an effector.
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Fig. 1: The FESAS Adaptation Logic Template (cf. [7]).

Figure 1 shows a centralized AL. However, the distributed
nature of SASs is often reflected in the AL. Therefore, the
AL has to support distribution. Thus, the MAPE components
are partially optional for a specific subsystem, but need to
be present in the global view of the SAS. This enables the
implementation for different settings of distribution, e.g., as
the patterns for decentralization control presented in [6].

Additionally to the AL template, we provide a component
template for reusable components within the AL. The MAPE
components consist of an exchangeable functional logic and
logics for communication and data handling. Interfaces for
these elements enable reusability as well as interchangeability.
This separation of communication, data handling, and func-
tional logic enables reusability of parts of the components.
Further, it enables the exchange of algorithms at runtime
without the need of changing the whole component. This
eliminates issues, such as quiescence detection or recovery
of the state and data of the substituted component. However,
the template does not make any claims on how to implement
the functional logic within the components. Therefore, known
approaches as presented in Section II can be used for the
implementation of the functional logic. For example, it would
be possible to implement a functional logic that uses a specific
modeling language, such as the languages presented in Section
II (e.g., [12] or [13]). This way, the modeling language
supports the reuse of the functional logic as the same logic
can be used in different systems that use the same modeling
language. For a more detailed description of the component
template, the interested reader is referred to [7].

Mapping this to the cloud scenario, the AL would follow
the MAPE principle. MAPE components would measure and
analyze the workload and plan for starting/shutting down
servers. All components can share the same component imple-
mentation. In object-oriented implementation languages, they
would have a common super class. Components vary only in
their properties and functional logic but use the same code for
communication and the same component template.

Changes in the MRs, in the environment, or in the system
goals might imply an adaptation of the AL itself at runtime.

AL adaptation may have several goals, such as satisfying a
certain quality level (self-healing), or increasing performance
of the system through improved adaptation of the MRs (self-
optimization). Thus, in [21] we proposed an approach for
adapting the AL. In our approach, an Adaptation Logic Man-
ager (ALM) is added as an additional layer to the SAS that is
responsible for adaptation of the AL. As runtime adaptation of
the AL is out of scope for this paper, we refer the interested
reader to [21] for further information.

IV. SYSTEM DEVELOPMENT WITH FESAS

In the last section, we introduced the FESAS framework’s
system model. In this section, we present how developers
can use the FESAS framework for building SASs. Having a
defined process for SAS development identifies the challenge
presented in [8]. Comparable to other frameworks as SASSY
[11], there are two roles integrated in the development process
with FESAS: the system developer who writes code and the
system designer who defines the configuration of the SAS.
Further, FESAS defines a process for development as well as
deployment of an SAS. This addresses the lack of processes
as well as specific implementation guidelines or components
as identified in [4, p. 11]. Figure 2 captures the workflow for
developing an SAS and shows, how the FESAS framework
supports developers of SASs. In the following, we describe
the workflow in more detail.

At design time, system developers have to implement the
functional logics for SASs, e.g., the monitoring logic for a
specific use case. This can be done manually or by using
the FESAS Development Tool. Further, the developer has to
define metadata for these elements. The code including the
metadata is saved in the FESAS Repository and, from there,
deployed at the target system at runtime. System designers
specify the system’s configuration for a specific application,
i.e., the functional logics for its MAPE elements and the
distribution pattern. This is done by either writing a JSON
file or using the model-based FESAS Design Tool. Both tools,
the FESAS Development Tool and the FESAS Design Tool, are
available as Eclipse plug-ins. Section V describes these tools
in detail.

At runtime, the FESAS middleware configures the AL
based on the information in the system design model as
well as the descriptions of the implemented components that
the FESAS Repository stores. Therefore, components for the
MAPE elements are started. These components constitute an
implementation of the FESAS Adaptation Logic Template
for a specific system infrastructure, i.e., a specific program-
ming language and/or communication middleware. In [7], we
present a reference system implemented in Java. This system
offers a publish-subscribe service for information exchange
within the AL based on the BASE middleware [22]. It is ready
out of the box and only requires minor configuration. When
starting the SAS, FESAS uses the FESAS Repository to initial-
ize these components with the functional and communication
logics as specified in the configuration files. At runtime, the
local repository integrated in the FESAS middleware sends



Fig. 2: Workflow with the FESAS framework. The letter ’F’ on devices indicate, that these devices run the FESAS middleware.

requests in form of logic contracts for functional and commu-
nication logic elements to the FESAS Repository and receives
suitable code. For future work, we plan to further formalize
the contracts’ properties as this can improve the handling
of contracts for finding a suitable functional logic. Once the
initialization is finished, the AL controls the SAS. Based on
the selected algorithms in the functional logics, parameter
and/or structural adaptation (including algorithmic adaptation)
can be initiated by the AL. Through this modular approach,
FESAS offers a lightweight development environment and can
be combined with various concepts for building the AL.

For the cloud scenario, the system developer has to imple-
ment the functional logics, such as the logic for measuring
the servers’ workload for a monitor component. The imple-
mentation of the AL uses the components and communication
structures provided by the reference system. The system
designer writes configuration files for the MAPE elements in
the AL. In case of multiple data centers with global decision
making, the ALs of the data centers exchange information.
As a central planner exists, the data centers are connected in
the design model. In a decentralized setting, each data center
has its own planner, hence, there are no connections in the
design model between the data centers. At runtime, the FESAS
middleware uses the specified information for setting up the
AL using the FESAS Repository as described above.

V. THE FESAS IDE

The FESAS middleware offers support for the development
of SASs with a simplified exchange of code. However, im-
plementing the functional logics and writing the configuration
manually is error-prone as well as time-consuming since the
developer has to learn the FESAS syntax for the configuration
files. We address these issues with the FESAS IDE.

The FESAS IDE is based on the Eclipse IDE. It offers two
tools: the FESAS Development Tool and the FESAS Design
Tool. These tools represent the separation of responsibilities
in developing SASs using FESAS into the roles of system
developer and system designer. The system developer uses

the FESAS Development Tool for developing the functional
logics’ code, which is then stored in the FESAS Repository.
Using the FESAS Design Tool, the system designer configures
the components of a specific SAS’s AL and specifies, which
functions these components should load at runtime. Both tools
are implemented as Eclipse plug-ins. System designer and
developer can cooperate and jointly define the components
as well as their functionality. However, the split in the respon-
sibilities and the contract concept enables to design the SAS
and use the FESAS Repository as market for finding suitable
MAPE functionality.

Next, we introduce the FESAS Development Tool and the
FESAS Design Tool and illustrate the process of using the tools
with the cloud scenario known from the previous sections. We
describe how the system designer and system developer can
use the plug-ins to speed up the development of an SAS.

A. FESAS Development Tool

The FESAS Development Tool offers support for develop-
ing the functional logics of the SAS’s MAPE components.
Through the integration into the Eclipse IDE, developers can
use all known features for coding, such as syntax highlighting,
on-the-fly compilation, and simplified integration of libraries.
Developers can use an existing Eclipse installation and solely
have to add the FESAS Development Tool feature and import a
project, that provides the package structure of the repository as
well as configuration files that hold parameters for the plug-in.
The process for using the FESAS Development Tool is divided
into four steps: (i) initializing a logic element and its metadata
file, (ii) writing source code and testing the functionality, (iii)
preparing the elements for the repository, and (iv) committing
the prepared elements to the FESAS Repository. We will
illustrate these activities in the following.

First, the developer has to generate a logic element. During
the creation process, the developer specifies the metadata of
the functional logic. In the cloud scenario, such a logic element
could be the functional logic of a monitor for monitoring the
workload of servers. The tool initializes a source code file



with the metadata as well as a JSON file that contains the
metadata used by the repository. The FESAS View extends the
perspective in Eclipse and offers an overview of the metadata
of the selected source code file. Developers can implement the
functions as usual. Further, for testing purposes, developers
can start a prototype system, that loads the implemented code
into a local test system. As the plug-in is integrated into
Eclipse, the test system provides the debugging support known
from Eclipse. This allows for detecting errors early in the
development process without the need to set up the whole
system and its communication. For the cloud scenario, the
developer has to specify the format of the data from the MRs
(here: the servers) and, if she would like to test the monitor’s
functionality, add the functional logics’ code of a sensor and
a monitor, and specify a connection between each other in the
test system (substituting the design information).

After finishing the implementation and testing phase, the
written code is packed into zip files. Such a zip file contains the
metadata as JSON file and the functional logic as well as files
containing referenced code, so called dependencies. The plug-
in calculates the dependencies. In case of an implementation
in Java, the class file of the functional logic is loaded and the
plug-in searches recursively in the byte code for any related
class that is not part of the Java or the FESAS library. The
plug-in adds all identified dependencies to the zip file.

Once the developer has created zip packages for all logic
elements, she can commit them to the FESAS Repository.
The plug-in marks files that have been previously sent to the
repository and excludes them for future sending processes
unless the developer did adjustments in its code. An SAS
that runs the FESAS middleware can load the code from the
repository as described in the previous section. With the help
of the FESAS Design Tool, which is described in the next
section, the system designer writes the configuration files that
specify which logic should be loaded at system deployment.

B. FESAS Design Tool

Besides implementing the functional elements of the SAS,
the SAS has to be designed. The FESAS Design Tool supports
the design process of an SAS. The system designer has to write
configuration files that specify which (sub)systems host which
parts of the MRs and/or the AL. Additionally, the system
designer can specify the functional logic that the components
implement. Last, the system designer uses the FESAS Design
Tool, to describe the connections between the components,
such as which sensor senses which MRs or from which
monitor an analyzer receives information. This enables the
implementation of decentralization patterns (cf. [6]).

The FESAS Design Tool is an Eclipse plug-in that offers
a model-driven development (MDD) approach for designing
the system. It provides a graphical editor in which the system
designer can specify all information for the AL’s configuration.
Further, the plug-in is complemented with a generator for
JSON files representing the information specified in the editor.
These files are used in the system deployment process for
configuring the SAS. The FESAS Design Tool is based on the

Eclipse Modeling Framework1 (EMF), the Graphical Mod-
eling Framework2 (GMF), and the Acceleo3 code generator.
Figure 3 depicts the process of configuration file creation using
the FESAS Design Tool. Next, we highlight the implementation
of the editor using EMF and GMF. Subsequently, we describe
the JSON file generation process.

Acceleo

Metamodel / PIM JSON FilesSystem Model / PSM

EMF/
GMF

Fig. 3: Process of JSON configuration file generation.

Both, EMF and GMF, can seamlessly be integrated in
Eclipse and are available as plug-ins. EMF offers a modeling
framework with code generation facilities. As other MDD ap-
proaches, EMF specifies a Platform Independent Model (PIM)
and a Platform Specific Model (PSM). The PIM represents the
metamodel and is implemented as an Ecore model with EMF.
It is based on the FESAS Adaptation Logic Template presented
in Section III. Elements of the metamodel represent the MAPE
components with their properties, including the contracts for
functional logics that have to be loaded at runtime. The PIM’s
elements are the base for the implementation of PSMs. A
PSM specifies the components of a specific SAS’s AL, its
configuration, and the connections between the components.
Having the EMF files only, a developer would have to write
the PSMs manually (by writing XML files complying to the
EMF syntax). For a more convenient use of the plug-in, we
implemented a GMF-based graphical editor. GMF is part of
the Graphical Modeling Project and supports the development
of graphical editors for all types of models and purposes.
Often, the combination of EMF and GMF is used to support
MDD with the Eclipse IDE. GMF offers the definition of the
elements on a canvas, the definition of tools in a palette, as well
as the mapping of tools to diagram elements and to elements in
an EMF Ecore metamodel. This enables an automatic creation
of an element in the PSM, once an element is added to the
diagram canvas. Further, the system designer can only use
the elements of the palette. This guarantees the structural
correctness of the model as EMF/GMF permits to use these
elements in another way as specified in the metamodel.

Figure 4 shows the diagram canvas with an example of
an SAS with a decentralized AL. System designers can drag
and drop elements from the palette into the canvas (e.g., an
analyzer component), specify the functional logic of these
elements, and add connections (e.g., to a planner or another
analyzer). Connections between components are represented
by arrows in the canvas and by elements in the palette. Fur-
ther, arrows between device and the managed element
and adaptation logic groups indicate which physical

1EMF’s website: https://eclipse.org/modeling/emf/
2GMP’s website: http://www.eclipse.org/modeling/gmp/
3Acceleo’s website: http://www.acceleo.org/pages/welcome/en



Fig. 4: Diagram canvas with an exemplified SAS.

device deploys which elements. The SAS shown in Figure 4
represents a data center with servers as MRs. Each device is
a server complemented with (a part of) the AL. Following the
Master/Slave pattern [6], Server1 has full MAPE functional-
ity, while Server2 only performs monitoring and executing.
Server1 performs global analyzing and planning.

Once the system is designed in the editor, the next step is the
creation of configuration files. For creating the configuration
files, the plug-in uses the functionality of the open source code
generator Acceleo. Acceleo enables the transformation of EMF
models (based on an Ecore domain model) to various formats,
such as HTML, XML, or JSON. In the following, we present
the mapping of our metamodel to JSON files as well as the
implementation of the code generation.

Acceleo uses the EMF-based PSM model and templates of
the JSON files as input for the configuration file generation.
The templates are composed of static JSON data and wild-
cards. During file generation, the Acceleo generator replaces
the wildcards with the values of the PSM represented by the
model specified in the editor. For each device, Acceleo creates
one JSON file with the information about the components as
well as one file with the information regarding connections.
FESAS uses these files during the deployment of an SAS as
specified in Section IV.

The resulting configuration file for a device has a JSON
element for the device as root element. This element contains
the device’s properties as JSON attributes and JSON elements
for the AL, MRs, and the communication. Each JSON element
represents an array with the AL components, the probes and
actuators, and the communication links, respectively. The AL
components have logic contracts for the logic they should load.
We have chosen JSON, as it is a light-weight and language-
independent representation. Listing 1 shows the structure of a
JSON file specifying the device.

A system designer can use the editor to design an AL, for
example, for the cloud system. Different system designs can be

tested by changing the corresponding elements or connections,
respectively. For instance, the designer can change the system
design from a decentralized setting by eliminating planners
and specifying a central planner pattern (cf. [6]). Connections
to the MRs can be enabled by specifying properties in the
configuration of sensor elements. The AL can be started and
initialized with the FESAS framework and its reference system
without additional effort.

Listing 1: Excerpt of a generated JSON file (omitting
specific use case details).
{
"DEVICE_PROPERTIES": [...],

"AL_ADAPTATIONLOGIC": [{
"AL_ELEMENT": {...
"AL_LOGIC": [...],
"AL_PROPERTIES" :[...]}},...

],

"COMM_ADAPTATIONLOGIC": [{
"COMM_ELEMENT": {...}},

],

"MANAGEDRESOURCES": [{
"MR_RESOURCE": {...}},

]
}

The combination of editor and code generator is optimized
for the FESAS framework, however, not limited to it. Due to
the separation between drawing in the editor and configuration
file generation, it is possible to extend the plug-in for other
languages, e.g., specific ADLs. The editor captures the ele-
ments and their properties in an abstract way. The templates in
Acceleo define the syntax of the resulting configuration files.
Through changing the Acceleo templates and the code of the
generator, it is possible to represent the editor’s information
in another syntax, hence, using another language for the
configuration files. In this case, only the code generation
part must be re-implemented for the favored ADL. Vice
versa, it is possible to use predefined editors for generating
FESAS configuration files by changing the templates to the
information representation of the syntax used in the editor.

As the design and the development of the AL is divided
into two parts, changes in the design do not necessarily lead to
changes in the development of code and vice versa. The need
for changes in the code after changes in the design depends on
the specific implementation of the logic elements. In case the
design switches from a decentralized planner to a central ap-
proach, it can be necessary to change the planner’s functional
logic as it now relies on different analyzers’ values and needs
to combine their results. For future work, we plan to elaborate
this and provide code fragments that support a specific type
of design and, therefore, a specific decentralization pattern.

VI. EVALUATION

We used the FESAS IDE to build SASs in five use cases.
The different characteristics of the use cases reflect the flexi-
bility of the FESAS IDE. Next, we present the implementation



of the example cases. Subsequently, we evaluate the suitability
of the FESAS IDE for the example cases’ implementations.

A. Example Systems

In the following, we describe the implementation of five
SASs in different application domains: (i) autonomic cloud,
(ii) adaptive highway, (iii) adaptive tunnel lighting, (iv) smart
home, and (v) smart vacuum system. The application areas
are focused around the topics autonomous robotics, cloud
computing, and CPSs. All implementations use the FESAS
framework, including the reference system and FESAS IDE.

1) Autonomic Cloud: Cloud computing and data center
management are common applications in Autonomic Com-
puting. We built an AL that can manage data centers. The
system is an implementation of the use case presented in
Section III. The MRs are composed of servers and VMs; both
are simulated. Communication between a data center and an
entity that simulates requests from clients for starting a VM is
established with the BASE middleware [22]. Further, the MRs
are connected to the AL using sockets.

2) Adaptive Highway: In accordance with literature (e.g.,
[23]), we built different SASs for highway management. The
systems enable congestion avoidance through adaptive speed
limits (using digital traffic signs), re-routing, and releasing
shoulders as well as adaptations based on the current weather
situations. Further, we incorporate cooperative driving under
the assumption that self-driving cars drive on the highway. So
far, the systems are built in isolation. The systems use the same
components and communication logics but various functional
logics. The traffic simulator SUMO4 simulates the traffic flow
as well as the Vehicle-to-Infrastructure (V2I) communication
infrastructure. TraCI5, an addition to SUMO, allows to change
parameters during the simulation, and therefore, to simulate
traffic signs and reactions to V2I communication. In the
platooning use case, we use self-driving LEGO Mindstorms
robots to simulate self-driving vehicles6.

Within this paper, we focus on the system for releasing the
highway’s shoulder and re-routing. The system simulates the
German highway network between Mannheim and Stuttgart
with real traffic data. In this system, the connection between
AL and MRs, or TraCI, respectively, is based on XML-
RPC. Currently, we are combining the different systems to
an Intelligent Highway Vehicle System.

3) Adaptive Tunnel Lighting: Having a high contrast of the
light within a tunnel compared to the outside brightness can
dazzle drivers. Therefore, lights in tunnels need to be adapted
according to outside light circumstances. Brightness of the
environment can change multiple times per day through the
change between day and night light or weather influences
such as rain, snow, or sunshine. Using FESAS, two Master
students implemented adaptive lighting of a tunnel in a 6
weeks student project. The lighting of the tunnel as well as

4SUMO’s website: http://www.dlr.de/ts/sumo/en/
5TraCI’s website: http://sumo.dlr.de/wiki/TraCI
6A movie showing the platooning approach can be found at:

https://www.youtube.com/watch?v=Nnrbq-4Dn24

the light sensors as managed resources are simulated on a web
server implemented in JavaEE. A light-weight context model
simulates the environment on the web server. The connection
between the tunnel as MR and the AL is established via HTTP.

4) Smart Home: Smart Homes support residents by auto-
matically adjusting certain parameters of the house according
to various measurements and rules. Therefore, an AL receives
measurements (such as temperature, light intensity, or move-
ments in the house) and uses actuators to influence such values
(e.g., turn on the heater, close the shutter, or perform an emer-
gency call). As part of a 6 weeks student project a Bachelor
and a Master student implemented a smart home system. The
system supports two actions. If the difference between the
current temperature and the desired target temperature exceeds
a threshold, the Smart Home system adjusts the air conditioner.
Further, the system regularly checks the number of people in
a room and can turn off the light, if the room is empty for
a specified period of time. The environment of the house is
simulated in Java.

5) Smart Vacuum System: In accordance with literature
(e.g., [24]), two Master students implemented in a 6 weeks
study project a smart vacuum system in form of an autonomic
cleaning robot. The distribution of dirt in the environment is
unknown to the robot. The robot can determine its current
location. Further, it perceives whether the area where it is
currently located is dirty or not. Accordingly, it decides to
clean or to go left, right, forwards, or backwards. The robot is
simulated in an environment that can be configured (size and
amount of cells to clean) at the start of the system. Currently,
we are working on a solution with LEGO Mindstorms as
cleaning robots.

B. Analysis

The example cases were helpful for analysis of different
factors. On the one hand, we studied how the FESAS IDE
improved the development process with FESAS as well as the
usability of the FESAS IDE. We interviewed the students that
developed the systems and captured their answers in structured
answer sheets. On the other hand, we measured the amount
of code that was reused within the different cases as this is an
indicator for the degree of support offered by the FESAS IDE
and FESAS in the development of SASs. In the following, we
present the results of our analysis.

For the tunnel, cleaning robot, and smart home use cases,
pairs of students had six weeks for implementation without the
use of the FESAS tools. Thus, the students had to implement
functional logics and write the configuration files manually.
Additionally, the students had to implement SASs once again
using the FESAS IDE. All agreed, that the FESAS IDE is
helpful as it eliminates the need to learn the FESAS config-
uration syntax and the structure of the component template.
Further, they agreed that the IDE is easy to understand. Table
I shows the results of the interviews.

Additionally, Bachelor, Master, and Phd students that used
the FESAS IDE for developing the example systems evaluated
its usability. For the systems with centralized control, the



TABLE I: Answers of students who used FESAS with and
without the FESAS IDE (n=3 teams).

(Strongly)
disagree

Neutral Agree Strongly
agree

The Design plugin was
helpful.

0% 0% 33.3% 66.7%

Using the Design plugin
was easy to understand.

0 % 0 % 33.3% 66.7%

The Development plugin
was helpful.

0 % 0% 33.3% 66.7%

Using the Development
plugin was easy to under-
stand.

0% 0 33.3% 66.7%

students could reuse an existing configuration file. Therefore,
as not all of the participants had to use the FESAS Design
Tool, we focus on the use of the FESAS Development Tool,
only. The results of the interviews indicate that the FESAS
Development Tool is easy to use and needs a short training
period. Further, it offers reusability of code and simplifies
the exchange of algorithms in the MAPE components. Ad-
ditionally, the development process is fastened by the tool
in general and the elimination of implementation of general
issues (e.g., communication) in specific. The tool seems to be
well integrated in the FESAS workflow, abstracts from FESAS
specific activities, and therefore, accelerates the process of
development with FESAS. Table II shows the results of the
interviews.

TABLE II: Answers of students using the FESAS IDE (n=6
students). One person did not answer question 7.

(Strongly)
disagree

Neutral Agree Strongly
agree

1) The tool has a short
training period.

0% 0% 16.7% 83.3%

2) The tool facilitates us-
ing FESAS.

0% 0% 0% 100%

3) The tool is easy to use. 0% 0% 66.7% 33.3%
4) The tool supports
reusability of code.

0% 0% 50% 50%

5) The tool support sim-
plified exchange of MAPE
algorithms.

0% 0% 33.3% 66.7%

6) The tool eliminates the
implementation of general
issues.

0% 0% 33.3% 66.7%

7) The tool supports test-
ing in the development
phase.

0% 66.7% 16.7% 0%

8) The tool is well inte-
grated into the FESAS de-
velopment process.

0% 0% 16.7% 83.3%

9) The tool accelerates de-
velopment with FESAS.

0% 0% 16.7% 83.3%

10) The tool accelerates
development in general.

0% 16.7% 16.7% 66.6%

Additionally, we analyzed the degree of reusability on the
system level. The degree of reusability shows the amount of
code, that FESAS provides or the FESAS IDE generates. This
code handles generic issues – such as communication – or
integrates the MAPE components (excluding the functional

logics). Developers using the FESAS IDE do neither need to
implement nor customize this code.

As metric, we performed measurements of the lines of
code (LOC). We acknowledge, that LOC is not the perfect
measurement variable as code can be written differently.
However, it can be used as an indicator for showing the amount
of code that is offered by FESAS and generated by the FESAS
IDE versus the amount the developer has to write. The results
are shown in Table III and explained in the following.

TABLE III: LOC that FESAS provides or the FESAS IDE
generates versus LOC implemented by the developers (percent
values indicate share of systems’ LOC).

Cloud Highway Tunnel Home Cleaner
AL components 7,608 7,608 7,608 7,608 7,608
Functional logics 243 320 253 333 316

Implemented 101 193 129 216 191
Generated 142 127 124 117 125

Dependencies 238 246 80 283 -X-
Total LOC 8,089 8,174 7,941 8,224 7,924
Generated code 95.81% 94.63% 97.37% 93.93% 97.59%

As all systems can use the FESAS reference system without
customization, all implementations have 7,608 LOC for the AL
components. Only the configuration files and the functional
logics vary. As most use cases have a centralized AL, their
configuration files are almost identical (except the logic con-
tracts’ properties). We divided the LOC of the functional logics
in lines that are generated by FESAS and the FESAS IDE (e.g.,
for import statements) and lines written by the developers.
For the example cases, the developers implemented between
101 and 216 LOC in all functional logic elements whereas
between 117 and 142 additional lines are generated. Moreover,
all developers have to implement functional logics and their
dependencies (between 0 and 283 LOC for the example cases).
The rest of the code is offered by FESAS and generated
by the FESAS IDE. As a result, the degree of generated
code is between 93.93% and 97.59%. Moreover, the reused
code handles issues that the developer do not have to cover,
such as the communication between the MAPE elements or
the deployment of the AL and is reusable. This reduces the
complexity in the development of SASs significantly.

The next section discusses the results presented in this
section and critically analyzes them.

VII. DISCUSSION

This section discusses the results of the evaluation. We
divide the discussion into three parts. First, we discuss
the reusability introduced through the FESAS IDE. A high
reusability indicates a facilitated development as the reusable
code is either generated by the FESAS IDE or its complexity
is hidden by it. Next, we consider the appropriateness of
the FESAS IDE for supporting the development of SASs.
Last, we critically debate the limitations of the evaluation and
drawbacks of the FESAS IDE.

The five different use cases show that FESAS is not limited
to a specific type of system. For each use case, the AL is



implemented using the FESAS framework and FESAS IDE
in Java. However, the implementation of the MRs varies. We
used Java, JavaEE, Python, C++, and Lejos (a JavaVM for
Lego Mindstorms robots). For some systems, the MRs are
simulated in a simplified way. For others, we use fully fledged
simulators or robots. The connection between MRs and AL
shows different approaches: HTTP requests to web servers,
XML-RPC, Java-based method calls, and sockets connecting
Java programs or connecting the AL with MRs implemented
in other programming languages. Through the generic FESAS
Adaptation Logic Template and its interfaces, the connection
between AL and MRs can be adjusted by changing the
functional logic and/or properties of a sensor/effector compo-
nent. The FESAS IDE supports this process through defined
interfaces for developing an AL’s components.

The evaluation results for the example cases show that
the reference system can be reused without adjustments.
This significantly increases the level of code reuse within
the different systems as well as reduces complexity in the
development of SASs. The FESAS IDE hides the complexity
in using the reference system. For the AL, developers only
have to implement functional logic elements. In case of
a central AL, the system designer can use the predefined
configuration files and adjust the links to the MRs. In other
cases, the system designer uses the FESAS Design Tool and
generates configuration files without the need to learn the
syntax. This is supported by the FESAS IDE. Further, none
of the developers had to deal with communication issues in
the AL, as this is handled by the FESAS reference system.
The FESAS framework is responsible for the rest of the
process (system deployment, loading the functional logics,
establishing communication links). This result supports one
of our main claims: The FESAS IDE offers support for
reusability and a fast and convenient deployment of an SAS.
Hence, it enables a fast and convenient setup of the AL in early
stages of a development project as well as enhances exchange
of functionality. Further, it is possible to reuse existing code
with little effort as the FESAS IDE offers an interface for the
functional logic elements and hide complexity.

Using the FESAS framework without the IDE would force
developers to learn the syntax for the metadata of the code for
the functional logics. The same is true for the system designer
who would need to learn the syntax of the configuration
files. Having both integrated into Eclipse plug-ins enables to
hide the details of the syntax. Further, the integration into
Eclipse enables the use of implementation workflows known
from IDEs. Developers can build MAPE functionality by
using the FESAS Development Tool for implementing one
method only. The system designer uses the FESAS Design
Tool and generates configuration files without the need to learn
the syntax. According to the interviews, both significantly
reduce the time for learning how to use FESAS. Furthermore,
as Eclipse is a well-known IDE, the developer or designer,
respectively, is already familiar with handling the tools. This
reduces the learning time. Additionally, the analysis of the
example cases show that the integration of existing code is

simplified through the use of the FESAS Development Tool as
it offers a clear interface for adding code. Furthermore, the
interviews show that the use of the FESAS IDE is easy to
learn and speeds up the implementation of SASs significantly,
as it eliminates general issues, such as communication within
the AL, and supports a defined process for the development
of SASs. However, the developers of the example systems
identify that the integration of the testing process could be
improved. We will address this in future work.

We acknowledge that the presented example cases represent
rather small and simplified systems. However, the objective
of the evaluation is to show the flexibility of the FESAS
IDE. This is proven, taking the variability of the use cases
into account. Furthermore, the fact that some of the students
implemented a first version of the system without the FESAS
IDE and then with the FESAS IDE definitely can create some
form of bias. However, this does not significantly influence
the evaluation of the FESAS IDE as the students had to
implement the functional logics and write the configuration
files manually for the first versions. Manual implementation
differs from using the structured approach with the FESAS
IDE. However, we acknowledge that this bias can influence
the answers of the students regarding the evaluation of the
FESAS framework after the second implementation phase due
to learning effects. Another factor influencing the results is
the support that the students received. As this evaluation was
part of Bachelor/Master theses or study projects, the students
had an introduction session to FESAS and, additionally, the
possibility to get help from the developers of FESAS. This
could shorten the learning phase as problems can be solved
by asking, which avoids frustration. It would be interesting to
analyze the acceptance and suitability of the tools after making
them available for public. We plan this for future work.

Additionally, we acknowledge that LOC is not the perfect
measurement for the performance of the development. Ideally,
we would analyze the ”intelligence” of the code that has been
produced with the FESAS IDE. On the one hand, we think that
this is difficult to measure. On the other hand, our intention
was not to evaluate the performance of systems generated with
the FESAS IDE but to show that the developers only have to
implement a minor part of the AL. Therefore, we think LOC
is an acceptable indicator. Further an evaluation regarding the
performance of developed software and the influence of the
FESAS IDE on that would be an interesting aspect for future
work. Possible metrics can be the quality of the resulting
software in terms of performance as well as self-* properties.
Especially the degree of achieving self-* properties is an
important aspect. These properties are part of the functional
logics that are implemented by the developer. We plan to
extend the FESAS IDE with a mechanism to offer further
support for the decisions of the developer, e.g., regarding self-*
properties. With this, we could evaluate the performance of the
FESAS IDE for automated development of the resulting SASs.
Therefore, the FESAS IDE can be a first step to an IDE for
self-* properties of Autonomic Computing systems and could
be used to learn, how to capture the relevant properties.



VIII. CONCLUSION

In this paper, we presented the FESAS IDE. The FESAS
IDE offers two tools for engineering SASs: the FESAS Devel-
opment Tool and the FESAS Design Tool. The FESAS Develop-
ment Tool offers a simplified development of functional logic
elements that can be stored in the FESAS Repository and used
for AL construction. The FESAS Design Tool offers a graphical
editor for the construction of the AL, i.e., the distribution
of the MAPE components and their functionalities. System
designers can drag and drop elements into the editor (e.g.,
an analyzer), specify the functional logic of these elements,
and add connections (e.g., from an analyzer to a planner).
An evaluation with implementations of SASs in five different
application domains showed the ease of use of the FESAS
IDE, the applicability of the FESAS IDE for fast development,
as well as the high degree of flexibility and reusability.

For future work, we plan to improve the FESAS IDE
with additional functionality, such as an improved testbed
for the developed code, the use of predefined patterns (e.g.,
[6]) for system development, as well as additional support
for automated development, e.g., support of the developer in
implementing self-* patterns. This can support the designers as
well as the developers. Having such mechanisms enable to test
the performance of the FESAS IDE for (automated) system
development. These tests could be used for an evaluation
with other Software Engineering tools. Additionally, we plan
to provide code fragments in the FESAS Development Tool
that support a specific type of design, e.g., a decentralized
versus a centralized planning logic. Further, we will specify
the logic contracts with a higher degree of formalism for its
properties – e.g., by defining an ontology – as this improves the
development process as well as the reusability. Additionally,
we plan to extend the FESAS framework and tools for using
it in other languages than Java, e.g., Python or C/C++. Last,
the process of development could be further improved by
shifting activities from design to runtime [8]. The use of the
Models@run.time approach [25] could help to achieve this.
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